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ith the increas-
ing growth and 

sophistication of 
information tech-

nology, personal 
information is easily accessible elec-
tronically. This flood of released per-
sonal data raises important privacy 
concerns. However, electronic data 
sources exist to be used and have tre-
mendous value (utility) to their users 
and collectors, leading to a tension 
between privacy and utility. This arti-
cle aims to quantify that tension by 
means of an information-theoretic 
framework and motivate signal pro-
cessing approaches to privacy prob-
lems. The framework is applied to a 
number of case studies to illustrate 
concretely how signal processing can 
be harnessed to provide data privacy.

IntroductIon: InformatIon Leakage everywhere
Computing and communication technologies are an integral part 
of our lives. Our environment is becoming increasingly cyber-
physical, with sensors and actuators exchanging information 
through a variety of networks. We access information from the 
cloud, share information on social networks, and synthesize new 

information, all while on the go. Stor-
age technologies have also evolved sig-
nificantly, with data density and access 
speeds projected to continue increas-
ing dramatically over the next decade. 
The confluence of these technologies 
is leading to huge volumes of data 
flowing across our networks, to and 
from computers where they will be 
analyzed, and deposited into vast data-
bases for later retrieval.

These tremendous quantities of 
data pose new societal risks that are 
just now starting to manifest them-
selves. Users post information to 
social networks, unaware of the pri-
vacy risks they face. Companies sub-
mit information to the cloud for 
processing to reduce their own com-
puting costs, unaware that poten-

tially sensitive information might be leaked. Sensor networks 
and global positioning systems monitor the state of our roads 
and vehicles, while simultaneously revealing where we are 
driving to/from and even why. This concomitant creation of 
large, searchable data repositories and dependent applications 
has rendered “leakage” of private information such as medical 
data, credit card information, and power consumption data 
highly probable—and therefore an important and urgent soci-
etal problem.

It is important to note that the privacy problem is distinct 
from the problem of information security/secrecy. The focus in 
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secrecy problems, both cryptographic and information-theoretic 
[1]–[4], is on developing protocols or primitives that distinguish 
sharply between secret and nonsecret data. Thus, one can use 
secret keys, computation and latency advantages, differences in 
channel quality, jamming/noise adding capabilities, as well as 
intelligent code design to gain advantage over a malicious 
adversary intent on getting illegal access to the data.

On the other hand, the privacy problem results from the fact 
that disclosing data to legitimate users provides informational 
utility while enabling possible loss of privacy at the same time. 
In the course of a legitimate transaction, a user can learn some 
public information, which is allowed and needs to be supported, 

and at the same time also learn/infer pri-
vate information, which needs to be pre-
vented. Thus every user is (potentially) 
also an adversary. For example, a user 
interacting with a medical database (see 
Figure 1) learns some public information 
(e.g., gender and weight), which is allowed 
and needs to be supported for the transac-
tion to be meaningful, but may simultane-
ously also learn/infer private information 
(e.g., diagnosis and income), which needs 
to be prevented (or minimized).

As technological innovations enable 
data collection, monitoring, and informa-
tion exchange in a large number of appli-
cations and environments, the problem 
of preserving the privacy of personally 
identifying information explodes. The 
previous example falls in the realm of 
database privacy, a well-studied problem 
that has been addressed for nearly three 

decades by multiple communities including statistics (e.g., 
census researchers) and computer science (e.g., databases, 
data mining theory). In addition to the database privacy prob-
lem, other privacy challenges include consumer privacy, in 
which sensors and smart devices (e.g., [5] and [6]) can poten-
tially reveal private information to data collectors via legiti-
mate information exchanges, and competitive privacy that 
captures the challenges of information exchange among 
autonomous and competing entities/organizations (e.g., [7] and 
[8]); see Figure 2.

At its core, the privacy problem is a tradeoff between the utility 
of information exchange and the resulting loss of privacy, often 

referred to as the utility-privacy (U-P) 
tradeoff problem. Utility and privacy are 
competing goals in this context, and per-
fect privacy can be achieved by publishing 
nothing at all, but this has no utility; per-
fect utility can be obtained by publishing 
the data exactly as received, but this 
offers no privacy [13]. For example, in 
Figure 1 one could sanitize all or most of 
the entries in the gender attribute to “M” 
to obtain more privacy but that might sig-
nificantly reduce the usefulness of the 
published data. Any approach that consid-
ers only the privacy aspect of information 
disclosure while ignoring the resulting 
reduction in utility is not likely to be prac-
tically viable. To make a reasoned tradeoff, 
it is therefore important to know the max-
imum utility achievable for a given level of 
privacy and vice versa, i.e., to develop an 
analytical characterization of the set of all 
achievable U-P tradeoff points.
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While information systems can be protected from malicious 
adversaries using conventional cryptographic protocols, many 
of the aforementioned privacy risks exist outside the realm of 
protection offered by a cipher suite. For example, once informa-
tion has been decrypted and placed into a plaintext database, it 
loses the confidentiality provided by the secure communication 
socket. Not only does the database owner learn the exact value 
of the data, but he can also examine the entirety of held data to 
glean information beyond the scope of the provided information 
(as is the case in consumer privacy problems).

A number of approaches have been proposed to study the 
privacy problem, first in databases and more recently in a vari-
ety of contexts. We focus initially on the database problem and 
present a brief survey of both heuristic and theoretical methods. 
The basic premise in all such methods is that the public and pri-
vate aspects of any user’s information are correlated, and 
therefore, preserving privacy requires sanitizing (distorting) the 
public data to reduce this correlation prior to revealing it 
(see Figure 1 for an illustration). Sanitization methods used in 
practice include suppression, subsampling, and noise addition 
to name a few. In all these approaches, utility and privacy are 
then quantified by appropriate measures suitable to the 
application at hand. The privacy problem in other application 
domains has the same basic underlying model of having public 
and private aspects to the data and thus the sanitization 
approach is relevant in all such domains, as demonstrated later 
in the article.

Quantifying the U-P tradeoff for any application, indepen-
dent of data semantics, requires a rigorous and a more funda-
mental point of view. This should include exploiting the 
statistics of the data to design sanitization schemes and quanti-
fiable utility and privacy. A statistical approach to data motivates 
the use of signal processing solutions to various privacy prob-
lems. In this article, we discuss such a framework and provide 
examples of signal processing techniques that can be used to 
both quantify privacy and make the U-P tradeoff precise.

PrIvacy-PreservIng aPProaches
We begin with a brief survey of the long-standing database 
privacy problem. We survey briefly the privacy approaches for 
other domain-specific applications such as location privacy, 
consumer privacy, and finally competitive privacy both here 
and later when we discuss these problems.

The problem of privacy in databases has a long and rich his-
tory dating back at least to the 1970s; space restrictions in this 
article preclude any attempt to do full justice to the different 
approaches that have been considered along the way. We divide 
the existing work into two categories, heuristic and theoretical 
techniques, and outline the major milestones from these cate-
gories for comparison.

The earliest attempts at systematic privacy were in the area 
of census data publication, where data was required to be made 
public without revealing any particular individual in the data-
base [9]. A number of ad hoc techniques such as subsampling, 
aggregation, and suppression were explored (e.g., [10] and [11], 

and the references therein). The first formal definition of 
privacy was k-anonymity by Sweeney [12], where privacy was 
quantified by the ability to be unidentifiable from within a 
cohort of k. However k-anonymity was found to be inadequate 
as it only protects from identity disclosure but not attribute-
based disclosure.

The first universal formalism proposed was the notion of dif-
ferential privacy (DP) [13]. In this model, the privacy of an indi-
vidual in a database is defined as a bound on the ability of any 
adversary to accurately detect whether that individual’s data 
belongs to the database. It is also shown that Laplacian 
distributed additive noise with appropriately chosen parameters 
suffices to sanitize numerical data to achieve differential pri-
vacy. The concept of DP is strictly stronger than an information-
theoretic definition for privacy based on Shannon entropy. 
However, an information-theoretic model allows statistical 
modeling of data sources and may be well suited to application 
domains where strict anonymity is not the requirement. 
For example, in many wellness databases the presence of the 
record of an individual is not a secret but that individual’s 
disease status is.

Information processing approaches to the privacy problem 
have been few and far between. One of the earliest information-
theoretic approaches to database privacy was first suggested by 
Reed in [14], who proposed revealing the database entries with 
less precision as a sanitization method. A few decades later, in a 
sparsely referenced paper [15], Yamamoto introduced a simple 
source model consisting of a public and a private component in 
which it is desired to reveal the public component to a desired 
level of accuracy (quantified via distortion) and precision (quan-
tified via rate) while hiding the private component to a desired 
level of uncertainty (quantified via Shannon’s equivocation). 
The work focuses on determining the set of all feasible rate-
distortion-equivocation (RDE) tuples for a given source (sto-
chastic) model. More recently, information-theoretic metrics for 
privacy and/or utility have been considered in a number of pri-
vacy related works (e.g., [16]).

In [17], the relationship between the U-P problem and the 
distortion-equivocation problem is made precise, and a unifying 
tradeoff framework is presented to study a variety of privacy 
problems. The work of [15] using rate distortion theory with 
equivocation constraints is the prime motivation for such a 
framework developed in [17]. This survey introduces this infor-
mation-centric framework and demonstrates its applications to 
a variety of privacy problems.

Beyond database privacy, there have also been numerous 
efforts to develop privacy-preserving mechanisms tailored for 
specific applications in the areas of data mining (e.g., [16]), 
location privacy (e.g., [5]), and smart device privacy [23]–[25]. 
While a detailed survey of all approaches is beyond the scope of 
this article, it is worth pointing out that the underlying idea for 
all approaches involves distorting the data prior to sharing it 
with a data collector who could potentially make inferences on 
personal habits. The specific distortion mechanism is depen-
dent on the approach and application and heuristic chosen and 
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includes adding Gaussian noise (data mining) or Laplacian 
noise (differentially private methods), partially obfuscating loca-
tion/identify (location privacy), or masking sensor measure-
ments with alternate measurements (smart device privacy). 
Broadly, such techniques can be viewed as doing one of the fol-
lowing: perturbing data, altering data precision, or aggregating 
data. Data perturbation consists of adding carefully selected 
noise to obfuscate individual data points while preserving 
aggregate statistics; this approach is common in the database 
privacy problem [16]. Lowering data precision essentially quan-
tizes data points to a higher coarseness than that of the mea-
sured signal. Such quantization is commonly used to achieve 
location privacy (e.g., pinpoint a person’s location to a city 
rather than a postal code) [5]. Finally, aggregation reports on 
group characteristics of a data collection instead of releasing 
full data. This approach has been used in [18], where users are 
clustered into geographically diverse groups to mask the iden-
tify of a Web request originator.

The common thread among these privacy approaches is distor-
tion of the original data. However, it is unclear how exactly to 
choose the sanitization (distortion) mechanism. While heuristic 
application-centric approaches may suffice, it is useful and essen-
tial to understand the optimal sanitization mechanism, where 
optimality is with respect to utility and privacy requirements. An 
analytical framework that can precisely capture the U-P tradeoff 
across a number of domains, enable abstractions of the data 
sources and end users, and formalize utility and privacy metrics 
can be tremendously valuable; such a formalism would enable a 
principled approach to privacy technology and policy design, inde-
pendent of application or domain. The statistical tools and tech-
niques of information- and signal processing can be immensely 
useful to formulate models, metrics, quantifying the tradeoff, and 
identify data-appropriate sanitization mechanisms.

an InformatIon-ProcessIng  
PersPectIve of PrIvacy
Privacy, at a high level, involves making certain that during any 
legitimate information transfer, the intended user does not infer 
or learn any unintended private information from the data it 
has received. A simple way to abstract this difference between 
public and private data is as follows.

Let us generically label an original piece of data as a pair 
,,X Y^ h  where X and Y can be viewed as public and private parts 

of the data, respectively. For example, X may correspond to a 
communications signal or to N different fields in a database or 
to an N-dimensional data vector measured by a cyberphysical 
system while Y may correspond to correlated communication 
signal that needs to be kept private, or to personally identifiable 
user attributes in a database, or to measurements or system 
states in a cyberphysical system that are deemed confidential. As 
a special case, one may also wish to reveal the entire data (i.e., 
Y X= ) coarsely to achieve both utility and privacy as may be the 
case for statistical databases (e.g., census) in which personally 
identifiable information has been eliminated and yet revealing 
the entire database may result in privacy breeches.

Revealing X can potentially enable making better inferences 
on ;Y  thus, the privacy objective involves applying a transforma-
tion on X to create a new information vector Xt  from which it is 
difficult for the recipient to answer questions about Y or infer Y 
precisely. The revealed vector Xt  reveals the least about 
Y (maximal privacy/minimal privacy leakage) when it is least 
correlated, and thus, choosing Xt  as completely independent 
of X would be ideal from a privacy standpoint. However, 
the revealed data has little or no utility. At the other extreme 
choosing X X=t  offers maximal utility and maximal privacy 
leakage (minimal privacy).

One could go further and consider a transformation of X to 
Xt  that does not achieve either extreme of the U-P tradeoff. An 
essential first step to obtaining such operating points is the 
introduction of quantitative measures for utility and privacy. 
This in turn enables formulating the tradeoff problem as a con-
strained optimization problem, i.e., over the space of all possible 
transformations of X to ,Xt  we wish to determine a transforma-
tion that achieves the minimal privacy leakage for a desired util-
ity. The precise transformation as well as utility and privacy 
measures also depend on the data at hand. One approach to 
abstract the application/data-dependent nature of the problem 
is by relying on the classical information processing approach of 
introducing an appropriate statistical model for the data. Such 
an approach seems appropriate given that the privacy problem 
is inherently statistical in nature and involves detection, infer-
ence, and/or identification of specific individuals or features or 
attributes in the presence of a large collection of such objects.

In short, abstracting the U-P tradeoff framework requires 
the following three ingredients: 1) a (statistical) model for the 
data, 2) measures for privacy and utility, and 3) a method to for-
malize the mappings from X to .Xt  One can achieve all these 
goals using the theory of rate-distortion with additional privacy 
constraints. We now outline the intuition behind the approach 
and briefly present the formalism for the tradeoff problem 
based on these requirements.

utILIty-PrIvacy tradeoff framework
We focus on each of three steps required for a unifying analyt-
ical model methodically, providing an intuitive understanding 
and motivation for these steps alongside. For simplicity, we 
refer to the data set as a database and introduce the frame-
work developed in [17] in the database context. We demon-
strate the generality of the framework to other problems and 
domains next.

Motivation: StatiStical Model
An information and signal processing approach to the privacy 
problem is based on the observation that large data sets (includ-
ing databases) have a distributional basis, i.e., there exists an 
underlying (sometimes implicit) statistical model for the data. 
An explicit model for the data is that of being generated by a 
source with a finite or infinite alphabet and a known distribu-
tion. Each row of the database is a collection of correlated attri-
butes (of an individual) that belongs to the alphabet of the 
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source and is generated according to the probability of occur-
rence of that letter (of the alphabet).

A statistical model for databases is also motivated by the 
fact that while the attributes of an individual may be correlated 
(e.g., between the weight and cancer attributes in Figure 1), 
the records of a large number of individuals are generally inde-
pendent or weakly correlated with each other. One can thus 
model a database as a collection of n independent and identi-
cally distributed (i.i.d.) observations generated by a memory-
less source.

Statistically, with a large number n of i.i.d. samples collected 
from a source, the data collected can be viewed as typical, i.e., 
it follows the strong law of large numbers [20]. This implies 
that for all practical purposes the empirical distribution 
obtained from a large data set can be assumed to be the statisti-
cal distribution of the idealized source and the approximation 
gets better as n grows.

Information-centric measures for utility and privacy also 
capture this statistical model. In particular, quantifying privacy 
using conditional entropy in which the conditioning on the 
published (revealed) data captures the average uncertainty 
about the source (specifically, the private attributes of the 
source) post-sanitization. Similarly, a meaningful utility mea-
sure will involve averaging over the source distribution.

Intuitively, privacy is about maintaining uncertainty about 
information that is not explicitly disclosed. The common notion 
of a person being undetectable in a group as in [12] or an indi-
vidual record remaining undetectable in a data set [11] captures 
one flavor of such uncertainty. More generally, the uncertainty 
about a piece of undisclosed information is related to its infor-
mation content.

An information-processing approach focuses on the informa-
tion content of every sample of the source and sanitizes it in 
proportion to its likelihood in the database. This, in turn, 
ensures that low probability/high information samples (outliers) 
are suppressed or heavily distorted whereas the high probability 
samples are distorted only slightly. Outlier data, if released with-
out sanitization, can leak a lot of information to the adversary 
about those individuals (e.g., individuals older than 100 years); 
on the other hand, for individuals represented by high-probabil-
ity samples either the adversary already has a lot of information 
about them or they are sufficiently indistinct due to their high 
occurrence in the data, thereby allowing smaller distortion.

At its crux, information processing-based sanitization is 
about determining the statistics of the output (database) that 
achieve a desired level of utility and privacy and about deciding 
which input values to perturb and how to probabilistically per-
turb them. Since the output statistics depends on the sanitiza-
tion process, for an i.i.d. source model, mathematically the 
problem reduces to finding the input to output symbol-wise 
transition probability.

StatiStical Model
A statistical database d typically consists of a large number of 
entries where each entry comprises K 1$  attributes. For 

example, clinical and census databases include a very large 
number of individual records (entries) such that each entry is a 
collection of K features (attributes) collected about the individ-
ual (e.g., age, gender, and weight). The assumption of a large 
number of entries follows naturally from the underlying statisti-
cal applications driving the data collection.

Each attribute in the database is modeled as a random vari-
able; let XXk k!  be a random variable denoting the kth attri-
bute, , , , ,k K1 2 f=  such that the set of all K attributes is 
denoted as , , , .X X X XK K1 2 f/ ^ h  As argued above, each row of 
the database (e.g., Figure 1) is assumed to be generated inde-
pendently from the same underlying probability distribution

 , , , .p x p x x x, ,KX X X X K1 2K K1 2 f= f^ ^h h  (1)

Furthermore, this distribution is assumed to be known to both 
the designers and users of the database (this may not be true in 
practice but it allows mathematical tractability). The simplify-
ing assumption of row independence holds generally in large 
databases as correlation typically arises across attributes and 
can be ignored across entries given the size of the database. 
Thus the database d is an n-length collection of XK and can be 
written as , , , .d X X X XK K1 2 f= = ^ h  Note that the notation 
X  and X  denote a vector and a vector-space of length and 

dimension n, respectively. 

PubLIC AND PRIVAtE AttRIbutES
Analogous to the ,X Y^ h example from the last section, it is 
worth noting that XK represents a collection of both public 
and private attributes. These attributes are in general corre-
lated for any individual and consequently can reveal informa-
tion about one another. The joint distribution in (1) precisely 
models this fact.

Consider a general model in which some attributes need to 
be kept private while the source can reveal a function of some 
or all of the attributes. One can write Kr and Kh to denote sets 
of private (subscript h for hidden) and public (subscript 
r for revealed) attributes, respectively, such that K Kr h, =

, , , .K K1 2 f/ " ,  Furthermore, one can denote the corresponding 
collections of public and private attributes as X XK Kk kr r/ !" ,  
and ,X XK Kk kh h/ !" ,  respectively. More generally, an attribute 
can be both public and private; this is to account for the fact 
that a database may need to reveal a function of an attribute 
while keeping the attribute itself private. In general, a database 
can choose to keep public (or private) one or more attributes 
( ) .K 12  Irrespective of the number of private attributes, a non-
zero utility results only when the database reveals an appropri-
ate function of some or all of its attributes.

REVEALED AttRIbutES AND  
RECONStRuCtED DAtAbASE
The public attributes XKr are, in general, sanitized/distorted 
prior to being revealed to reduce possible inferences about 
the private attributes and the resulting revealed attributes 
are { }X XK Kk kr r/ !
t t . In general, a database user may also have 
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additional auxiliary (side) information from other information 
sources. The final reconstructed database at the user is thus a 
combination of the database of revealed public attributes, as 
well as any side information if available. For ease of exposition, 
we focus here only on the case without side information; the 
interested reader can find the details on a more generalized 
framework that accommodates side information in reconstruct-
ing the final database at the user in [17]. Intuitively, the frame-
work in [17] is based on the idea that if the database is aware of 
the side information (either statistically or completely), it can 
exploit that to reveal less.

It is useful to note that, without loss of generality, the num-
ber of entries n in the revealed database is assumed to be the 
same as the original. In general, as explained in the motivation 
to the statistical model, not all entries in the original may be 
present in the revealed database to preserve the privacy of outli-
ers. However, such entries will be appropriately distorted, thus 
keeping the size intact.

the Privacy and Utility PrinciPle
Even though utility and privacy measures tend to be specific to 
the application, there is a fundamental principle that unifies all 
these measures in the abstract domain. The aim of a privacy-
preserving database is to provide some measure of utility to the 
user while at the same time guaranteeing a measure of privacy 
for the entries in the database.

A user perceives the utility of a perturbed database to be 
high as long as the response is similar to the response of the 
unperturbed database; thus, the utility is highest for an unper-
turbed database and goes to zero when the perturbed database is 
completely unrelated to the original database. Accordingly, one 
may view the utility metric as an appropriately chosen average 
“distance” function between the original and the perturbed 
databases. Privacy, on the other hand, is maximized when the 
perturbed response is completely independent of the data. A 
Shannon-theoretic measure for privacy captures the difficulty of 
extracting any private information from the response, i.e., the 
amount of uncertainty or equivocation about the private attri-
butes given the response [15], [17].

a Privacy-Utility tradeoff Model
Since database sanitization is traditionally the process of dis-
torting the data to achieve some measure of privacy, it is a prob-
lem of mapping a database to a different one subject to specific 
utility and privacy requirements.

MAPPING
Privacy requirements suggest that the public attributes of a 
database may not be revealed as is. Abstracting this, let Xk

t  
denote the revealed public attribute ,Xk  Kk r! , and Xk

t  the set 
in which it takes values. A public attribute XXk k!  may be dis-
torted to belong to the same space, i.e., X Xk k=t  (e.g., postal 
codes and social security numbers, which while seemingly 
numerical, have a semantic interpretation that needs to be pre-
served even after sanitization) or can be coarsely quantized or 

mapped to an entirely different space, i.e., X Xk k!t  (e.g., differ-
ent quantized ranges for blood pressure, height, and weight).

Capturing the statistical nature of the problem, the 
sanitization/encoding is thus a mapping of any Xd K!  to some 

.Xd Kr
!l t  Furthermore, since distortion is a process of inher-

ently suppressing data, in general not all sequences in the out-
put space X XK1 r# #gt t^ h may be chosen. To allow for this 
possibility, let M denote the total number of output (sanitized) 
databases (SDBs) created from the set of all input databases and 
J  denote the set of indices for these output databases such that 

SDB .d k k
M

1! =
l " ,  One can thus write the sanitization/encoding 

function FE as 

 : SDB .X X JF KE k k
M

1 1r
"# #g / =^ h " ,  (2)

Given the statistical nature of the model, for desired utility and 
privacy metrics, the mapping in (2) can be predetermined (since it 
involves mapping all possible d to appropriate )dl  and is published 
to the user, too. Thus, for any instantiation ,d  a user who has been 
provided the appropriate SDB (i.e., an index ),Jj !  reconstructs 
the database dl via the one-to-one mapping

 : .J XF
K

D kk r
"

!
t% . (3)

The encoding and decoding are assumed known at both parties.

utILIty
As mentioned earlier, a measure of utility should capture how 
close the revealed database is to the original. Focusing on a dis-
tance based utility principle, a possible measure for the utility u 
is the requirement that the average distortion of the public 
variables is upper bounded, for each 02f  and all sufficiently 
large n, as

 ,u n X X D1 ,E K Ki

n
i i1 , ,r r/ #t e+

=
t^ h; E/  (4)

where ,$ $t^ h denotes a distortion function, E is the expectation 
over the joint distribution of ( , ),X XK Kr r

t  and the subscript 
i denotes the ith entry of the database. Examples of distortion 
functions include the Euclidean distance for Gaussian distribu-
tions, the Hamming distance for binary input and output data-
bases, and the Kullback-Leibler (K-L) divergence.

PRIVACy
Relying on entropy as a measure of information or uncertainty, 
privacy is the requirement that the uncertainty (equivocation) e 
of all the private variables given the revealed information is 
bounded, for each 02e  and all sufficiently large n, as

 | ,e n H X J E1
Kh

/ $ e-^ h  (5)

where ( | )H $ $  is Shannon’s conditional entropy function. For two 
random variables X and Y with a joint distribution pXY, the con-
ditional entropy ( | ) ( , ) ( ) .logH X Y p x y p x y

( , ) |x y XY X Y ;= -/   

Alternately, one could similarly quantify the information leaked 
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(privacy leakage) l using mutual information, with the same 
limiting conditions on e and n, as

 ;l n I X J L1
Kh

/ # e+^ h , (6)

where, for random variables X and ,Y  ( ; ) ( ) ( |I X Y H X H X= -

) ( ) ( | ) .Y H Y H Y X= -

The mappings in (2) and (3) are chosen such that the map-
ping from d to dl meets constraints in (4) and (5). The formal-
ism in (1)–(6) is analogous to lossy compression in that a source 
database is mapped to one of M quantized databases that are 
designed a priori. For a chosen sanitization/encoding, a data-
base realization is mapped to the appropriate quantized data-
base. It suffices to communicate the index J of the resulting 
quantized database as formalized in (2) to the user. This index, 
in conjunction with side information, if any, enables a recon-
struction at the user as in (3). Note that the mappings in (2) 
and (3), i.e., lossy compression with privacy guarantees, ensure 
that for any ,D 02  the user can reconstruct only the database 

,d XKr
=l t  formally a function , ,f J Zn^ h  and not the original data-

base d XK=  itself.
The utility and privacy metrics in (4) and (5) capture the 

statistical nature of the problem, i.e., the fact that for large 
enough n the entries of the database statistically mirror the dis-
tribution (1). Thus, both metrics represent averages across all 
database instantiations d, and hence, (assuming stationarity 
and large n) over the sample space of XK thereby quantifying 
the average distortion (utility) and equivocation (privacy) 
achievable per entry.

eqUivalence of U-P  
and diStortion-eqUivocation tradeoff
Mapping utility to distortion and privacy to information uncer-
tainty via entropy (or leakage via mutual information) leads to 
the following definition of the U-P tradeoff region.

DEfINItION 1
The U-P tradeoff region T  is the set of all U-P tuples ( , )D E  for 
which there exists a coding scheme ,F FE D^ h given by (2) and 
(3), respectively, with parameters ( , , , )n M u e  satisfying (4) 
and (5).

While T  in Definition 1 can be determined for specific data-
base examples, one has to, in general, resort to numerical tech-
niques to solve the optimization problem. To obtain closed-form 
solutions that define the set of all tradeoff points and identify 
the optimal encoding schemes, the rich set of techniques from 
rate distortion theory with and without equivocation con-
straints can be exploited.

It is worth noting that the distortion-equivocation (D-E) 
tradeoff problem discussed here is analogous to the rate-
distortion tradeoff problem in classical source compression. 
This latter problem guarantees that there exists a minimal rate 
(average number of bits per sample of the source) at which the 
source must be shared for a desired fidelity (distortion) require-
ment with the rate increasing as the distortion decreases. 

Analogously, the U-P tradeoff problem which can be mapped to 
a D-E tradeoff problem is a constrained optimization problem 
given by

 ; ,min I X X X X n D s.t. E , ,K K K K
p

i i
i

n

1
|X X h r r r

K Kr r

#t e+
=

t t
t

` ^ ^j h h; E/  

(7)

that seeks to determine the minimal privacy leakage for a 
desired distortion level or vice versa.

In some data exchange problems such as in complex net-
works with continuous data to exchange/share, besides accuracy 
(distortion) and privacy, the rate of information exchange may 
also be relevant. To this end, one can introduce an additional 
rate constraint M 2n R# e+^ h, which bounds the number of quan-
tized SDBs in (2) to obtain the RDE tradeoff. Besides enabling 
the use of known rate-distortion techniques, the rate constraint 
also has an operational significance. For a desired level of accu-
racy (utility) D, the rate R is the precision required on average 
(over )XK  to achieve it.

One can rigorously prove the minimal bounds on the rate 
required and equivocation achievable for a desired level of 
distortion and thereby obtain the set of all feasible RDE and, 
hence, the set of all feasible distortion-equivocation pairs as 
done in [15] and [17]. Acknowledging the existence of such 
machinery, we focus here on the operational significance of the 
RDE problem and region.

The RDE problem includes a constraint on the rate 
(precision/sample) of the public variables in addition to the 
equivocation constraint on the private data in the U-P prob-
lem. Thus, in the RDE problem, for a desired utility D, one 
obtains the set of all rate-equivocation tradeoff points , ,R E^ h  
and therefore, over all distortion choices, the resulting 
region contains the set of all ,D E^ h pairs. For the case of 
maximal leakage (zero equivocation), the curve in the R-D 
plane is the traditional rate-distortion curve used to deter-
mine the tradeoff between the compression rate and the sig-
nal distortion. In the R-D-E plane, the minimal equivocation 
(which is generally not zero unless )X XK Kh r=  corresponds to 
the minimal distortion (revealing XKr perfectly) that in turn 
requires the maximal rate. The logarithmic function (in 
entropy) guarantees that the distortion required for increas-
ing equivocation increasing monotonically. While, in general, 
an addition constraint on the rate may not simplify the opti-
mization problem in (7), the tools and techniques available to 
determine the optimal rate-distortion tradeoff mappings can 
be useful here too.

These observations are captured in Figure 3, where (a) 
shows a canonical RDE region and (b) is the U-P tradeoff region 
given by the set of ,D E^ h points in the RDE region.

UnderStanding the forMaliSM
We briefly discuss the operational significance of the formal-
ism presented in this article. The U-P tradeoff formalism 
aims at determining the optimal sanitization, i.e., a mapping 
that guarantees the maximal privacy for the private (hidden) 
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attributes and a desired level of utility for the public attri-
butes, among the set of all possible mappings that transform 
the public attributes of a database. The terms encoding and 
decoding are used to denote this mapping at the data pub-
lisher end and the user end, respectively. A database instance 
is an n-realization of a random source (the source is a vector 
when the number of attributes )K 12  and can be viewed as a 
point in an n-dimensional space (see Figure 4). The set of all 
possible databases (n-length source sequences) that can be 
generated using the source statistics (probability distribution) 
lie in this space.

Utility is chosen as a measure of average “closeness” between 
the original and revealed database public attributes via a distortion 
requirement D. Thus the output of sanitization will be another 
database (another point in the same n-dimensional space) within a 

ball of “distance” nD. We seek to determine a set of M 2nR=  out-
put databases that “cover” the space, i.e., given any input database 
instance there exists at least one sanitized database within 
bounded “distance” nD as shown in Figure 4. Note that the sani-
tized database may be in a subspace of the entire space because 
only the public attributes are sanitized and the utility requirement 
is only in this subspace.

Such a distortion-constrained encoding is referred to in the 
signal processing literature as vector quantization because the 
compression is of an n-dimensional space and can be achieved 
in practice using clustering algorithms. In addition to a distor-
tion (utility) constraint, the privacy constraint requires that the 
“leakage” (i.e., the loss of uncertainty) about the private attri-
butes via correlation from the sanitized database is bounded. 
The set of M source-sanitized database pairs is chosen to satisfy 
both distortion and leakage constraints.

PrIvacy case studIes
We now turn our attention to exploring case studies where sig-
nal and information processing techniques, motivated by the 
framework outlined in the section “Utility-Privacy Tradeoff 
Framework,” can be applied to improve privacy. Our exploration 
of case studies will examine three broad categories of database 
privacy: 1) statistical data privacy, which involves guaranteeing 
privacy of any individual in a database that is used for statistical 
information processing (utility); 2) competitive privacy, which 
involves information sharing for a common system good (util-
ity) between competing agents that comprise the system; and 3) 
consumer privacy related to guaranteeing privacy when moni-
toring users using smart devices (utility).

StatiStical data Privacy
We briefly summarized the major milestones in database pri-
vacy research in the section “Privacy-Preserving Approaches.” 
Focusing on a rigorous model for privacy-utility tradeoffs 
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using information and signal processing tools, we introduce 
an example to which the framework presented here can be 
applied to demonstrate the optimal distortion scheme and also 
place in context existing heuristic approaches.

Consider a K 2=  database with a public X ( )Xr=  and a pri-
vate Y ( )Xh=  attribute such that X and Y are jointly Gaussian 
with zero means and variances X

2v  and Y
2v , respectively, and a 

correlation coefficient / .E XYXY X Yt v v= ^ h6 @  This simple 
abstraction serves as a model for a numerical (e.g., medical) 
database in which the attributes such as weight and blood pres-
sure are often assumed to be normally (Gaussian) distributed. 
For such a continuous valued distribution, we choose mean-
squared error for the utility metric in (4), i.e., we require that 

[( ) ] ,E X X D2 #- t  and identify the leakage L in (6) as the privacy 
metric. For a Gaussian source, it is known that the mapping 
from X to Xt  with minimal rate for a desired distortion level D 
requires adding Gaussian noise to the data [20, Ch. 10.3.2]. 
Analogously, one can show rigorously that minimizing the 
information leakage between Y and Xt  also requires choosing Xt  
as Gaussian, i.e., we require ,X X Q= +t  where Q is also Gauss-
ian distributed [11, Example 2].

It is worth noting that minimizing the leakage between the 
hidden and the revealed databases requires the reconstructed 
database Xnt  to also be Gaussian distributed. Thus, if one 
wishes to preserve the most uncertainty about (some or all of) 
the original (Gaussian-distributed) database from the output, 
it suffices to add Gaussian noise. The power of the framework 
are twofold: 1) one can find the privacy-optimal sanitization 
for the Gaussian case and 2) practical applications such as 
medical analytics that assume Gaussian-distributed data can 
still work on sanitized data, albeit with modified parameter 
values. This example is also intended to demonstrate that find-
ing the optimal sanitization mechanism depends on the statis-
tical model. In fact, it is for this reason that adding Gaussian 
noise for any numerical database (a common heuristic 
approach in data mining literature) will not, in general, be 
optimal unless the database statistics can be approximated by 
a Gaussian distribution.

coMPetitive Privacy
Publishing electronic data occurs in a number of contexts, 
including between organizations/entities/enterprises that have 
a mutual interest in doing so. However, such autonomous enti-
ties also have the conflicting requirement of keeping private 
specific confidential data that is correlated with what they 
share. The problem of sharing information across autonomous 
entities in such a way that no information apart from the 
answer to the query is revealed was identified by Agrawal et al. 
[21] (see also [19]). More recently, in [8], the notion of competi-
tive privacy was generalized to a variety of domains involving 
complex distributed networks (e.g., financial, water distribution, 
transport, and electronic medical data).

The evolution of distributed sensing, control, and actua-
tion systems to monitor complex networks (e.g., the power 
grid) leads to the problem of distributed processing with 

interactions, often between competing entities, that manage 
subnetworks of a large connected network. The common bene-
fit of network reliability drives the need for interaction while 
economics, competition, and consumer policies lead to privacy 
(confidentiality) constraints.

Consider a problem in which two agents (typically compet-
ing operators) in the electric power grid obtain a vector of mea-
surements from a number (say )n  of spatially distributed 
sensors (buses) in the subnetwork observed and controlled by 
them. The measurements enable estimating the underlying 
state vector (e.g., voltage magnitude and phase) at the buses. A 
simple linear model for the measurement vector (called a DC 
model in the power systems literature) at each agent k, , ,k 1 2=  
is ,Y H X H X Z, ,k k k k1 1 2 2= + +  , ,k 1 2=  where Xk is the under-
lying n-length state vector and Zk is measurement noise at the 
sensors that is often assumed to be Gaussian distributed (and 
independent from sensor to sensor and of the states). The phys-
ical connectivity of the network causes the measurements at 
each agent to be affected by the states at the other. Each agent 
wishes to minimize the mean-squared error in estimating its 
state, i.e., [ ( ) ]E X i X i nD

i

n
k k k1

2 #-
=/ t^ ^h h  for all ,k  and a 

small estimation error requires information exchange between 
the agents. The agents view their states as confidential informa-
tion. The competitive privacy problem is then that of 
determining the minimal amount of information that each 
agent shares with the other while minimizing leakage of 
its state.

Applying the formalism presented earlier to this problem, 
the public data is the measurement vector Y k while the private 
data is the correlated information Xk, with a mean-squared 
error metric above for utility and a mutual information based 
leakage measure in (6) for privacy (with ) .X XK kr =  The for-
malism captures the tradeoff at each agent between the rate 
(precision) of data exchanges, the fidelity of its estimate (dis-
tortion), and the leakage of its state information when each 
agent shares a (compressed) function of Y k with others. 
Assuming that the states, and therefore the measurements, are 
Gaussian distributed, [8] shows that while private information 
leakages are inevitable in such an interactive model, it is pos-
sible to share data minimally to achieve both the desired 
global estimation reliability at each agent and minimal infor-
mation leakage. Specifically, a Wyner-Ziv encoding scheme at 
each agent that exploits the statistics of correlated measure-
ments at the other agent achieves both minimal rate and leak-
age interaction for a desired estimation fidelity.

The competitive privacy framework is broad and applies to a 
variety of limited information interactions. The underlying opti-
mization problem, as abstracted in (7), is fundamentally a sig-
nal processing problem that can be addressed in a variety of 
ways as follows:

■■ theoretically optimal schemes
■■ distributed signal processing protocols with privacy 

guarantees
■■ game-theoretic approaches to enable cooperation among 

autonomous agents (e.g., [22]).
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conSUMer Privacy
We now examine consumer privacy, which deals with prob-
lems arising as organizations monitor their clients or users. 
Within this broad class of client privacy, there exist different 
types of information that can be collected. One such category 
consists of physical measurements; this includes quantities 
like water, energy, or bandwidth usage. For instance, when 
people use electricity, power companies track clients’ usage 
patterns to determine pricing; on the other hand, detailed 
information about power usage can reveal a lot about an 
individual’s daily habits. The client would ideally like to pre-
serve some level of privacy while still being able to benefit 
from the power company’s service. It thus makes sense to ask 
how much information really needs to be leaked without 
affecting service quality. We illustrate this category with an 
example of privacy for smart meters and highlight the signal 
processing challenges.

Another category consists of more categorical measure-
ments, such as the types of products a person buys, or the 
nature of Internet queries. In this context, we will discuss an 
example of how signal processing techniques can be used to 
achieve privacy in an image classification application.

SMARt MEtER PRIVACy
As a third application, we consider the problem of consumer 
privacy that arises in the context of using smart devices. Auto-
mated metering infrastructure, also commonly referred to as 
smart meters, allow fine-grained monitoring of power con-
sumption of consumers, which in turn enables better load bal-
ancing and reliability analysis in the electric grid; however, the 
data from smart meters may be presently mined to infer per-
sonal information. A number of solutions have been proposed, 
such as using batteries to mask usage patterns [24], [25], ano-
nymizing user data, adding noise, and aggregating neighbor-
hood data [27]. Focusing on the tradeoff problem, the 
framework presented in the earlier section can be applied to 
quantify the tradeoff between utility and privacy and reveal 
signal processing methods of achieving privacy.

The finely time-sampled data from a smart meter can be 
sanitized prior to sharing with the data collector. Consider a 
collection of n measurements (in time) from the meter, 
denoted as X. The motivation is to decouple the revealed 
meter data as much as possible from the personal actions of a 
consumer. This insight is based on the observation that irreg-
ular (intermittent) activity such as kettles or lights turned on 
manually are much more revealing of personal actions than 
regular (continuous) activity such as refrigerators or lights 
on timers.

For simplicity, one can categorize appliances as belonging to 
two broad classes, those that are continuously on (e.g., air con-
ditioners, heaters) in time (and thus, have narrow spectral sig-
natures) and those that intermittently come on (e.g., toasters, 
kettles, washers) and are bursty in time (and thus, have broad 
spectral signatures). Consider a simple model for the continu-
ous valued data in an n-measurement time window as a noisy 

linear mixture of two colored (i.e., correlated in time) Gaussian 
processes Gi and ,Gc  for the intermittent and continuously on 
appliance classes, respectively. The vector notation here denotes 
a collection of n random variables in an n-length time window. 
Given the continuous valued data (power in kilowatthour), one 
can use mean-squared error as a utility measure to compare X 
with the revealed ,Xt  i.e., [( ) ] .E X i X i nD2 #- t^ ^h h  Further-
more, having identified the intermittent appliances as leaking 
personal information, the privacy metric simplifies to bounding 
the leakage as ( ; ) .I G X nLi #t

The optimization in (7) can be simplified via a spectral 
domain transformation to decorrelate the data alongside an 
average distortion constraint across the spectrum. The minimal 
privacy leakage solution for a desired distortion (utility) can 
then be achieved using an interference-aware reverse waterfill-
ing solution that

1) exploits the presence of high power but less private appli-
ance spectra as implicit distortion noise
2) filters out frequency components with lower power rela-
tive to a water level induced as a Lagrangian by the distor-
tion threshold.
The power of the solution is illustrated in the following 

example. Continuous (denoted )c  and intermittent appliance 
(denoted )i  load measurements are modeled as (time-limited) 
Gauss-Markov processes whose autocorrelation functions 

, , ,P l i cl l
k

t =
-

^ ^h h  are characterized by variance ,P l^ h  correlation 
coefficient ,lt^ h  and memory m l^ h for the lth appliance type. 
These parameters allow modeling the fact that the continuously 
used appliances have a longer memory and a larger correlation 
coefficient relative to the intermittently used appliances; fur-
thermore, the bursty usage pattern of the intermittent appli-
ances is incorporated by choosing .P Pi c2

For ,P 12i =  P 8c = ,  . ,0 4it =  . ,0 8ct =  ,m 40i =  and 
m 120c = , in Figure 5, the power spectral densities (PSDs) for 
the intermittent ,F fi ^ h  continuous (with noise) F fc

2v+^ h , and 
both (with noise) for the parameters is shown. Also shown is the 
water level m and the distortion spectrum fD^ h. From both fig-
ures, we see that the distortion spectrum is zero when the PSD 
of the noisy continuous process dominates either that of the 
intermittent process or the water level m leading to zero and 
minimal leakage, respectively, for the two cases. The water level 
m determines the distortion spectrum otherwise.

IMAGE CLASSIfICAtION PRIVACy
A commonly cited application for client privacy is biometric 
identification [28]. The U.S. Federal Bureau of Investigation 
recently unveiled plans to spend US$1 billion on a tracking 
system that relies on face recognition to scan surveillance 
video for wanted persons; meanwhile, civil rights groups are 
raising objections about privacy violations [29]. To relieve 
this tension, privacy-preserving algorithms could prevent 
normal citizens from being tracked by the government, while 
simultaneously allowing police agencies to find criminals. 
This problem reduces to one of privacy-preserving image 
classification. Many existing algorithms dealing with private 



 IEEE SIGNAL PROCESSING MAGAZINE [105] SEPtEMbER 2013

media classification rely on crypto-
graphic primitives that permit basic 
computation in the encrypted domain 
(e.g., [30]). An example of a system that 
instead uses signal processing tech-
niques to reduce the necessary commu-
nication and computational load is the 
private face recognition system in [31]. 
In this system, the client inputs a face 
image, and with the help of a server 
storing a database of faces, the client 
learns the subject’s name. Meanwhile, 
the server learns nothing about the 
client’s query.

The basic insight in [31] is that a prac-
tical privacy-preserving search algorithm 
should be designed with privacy primi-
tives in mind. Therefore, the system alters 
a Euclidean-distance nearest-neighbor 
search into a Hamming distance compari-
son, which is more compatible with dis-
tortion-intolerant privacy primitives. This 
problem redefinition occurs via a feature 
vector transformation that involves projection onto random 
hyperplanes [32]. Yeo et al. showed that the Hamming distance 
between two transformed vectors is directly related to the 
Euclidean distance between the original real-valued vectors. 
The new binary features couple nicely with a primitive called 
private information retrieval to enable privacy-preserving 
searches at communication and computation costs sublinear in 
database size.

This example is useful because it illustrates that signal pro-
cessing techniques—in this case, the feature transformation—
can significantly reduce the resource consumption of 
privacy-aware systems. However, the face recognition system 
in [31] combines signal processing with privacy primitives to 
achieve information-technology client privacy. An even more 
signal-processing-flavored option would be a system that 
eschews privacy primitives altogether and instead relies on the 
privacy properties of transformed feature vectors. Of course, to 
make such a system useful, it is critical to understand the pri-
vacy properties of various feature transformations at a theoret-
ical level.

concLudIng remarks
We have presented a strong motivation for using information 
and signal processing approaches to study the problem of pri-
vacy via a survey of information processing approaches, specif-
ically a framework, for studying the tradeoff between privacy 
and utility of electronic data. We note that traditional security 
mechanisms play a role in securing our communications and 
information. However, there are many situations on the hori-
zon where a set of new tools can complement and enhance 
traditional security mechanisms. Domain-specific approaches 
that are founded on well-developed information-theoretic and 

signal processing principles represent an untapped resource 
for developing privacy technologies and policies. We have 
explored several case studies where the methods described in 
this survey article can be used to drive the design of signal 
processing techniques to thwart threats that cannot be dealt 
with using only conventional cryptographic mechanisms.
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